
Unsupervised Deep 
Learning



Why Unsupervised Learning
• Use unlabeled data to build better classifiers (aka semi-

supervised learning) 

• Learn generative models (i.e., models that can estimate the 
probability of inputs, and/or generate likely inputs). Useful for: 

• Representing priors for prediction (e.g., language models 
for speech recognition, or image models for denoising). 

• “Imagining” futures in RL  

• Understanding the data (e.g., clusters, low dimensional 
representation)



Success Stories
• Nice generative examples of images, text, music etc. 

• Improvements of classifiers using unlabeled data. 

• Use in RL 

• Next, we describe some approaches for 
unsupervised deep learning.  

• Based on taxonomy in the GAN NIPS 2016 tutorial by 
Goodfellow. See all this from OpenAI.

https://magenta.tensorflow.org/2016/12/16/nips-demo
https://arxiv.org/pdf/1701.00160.pdf
https://blog.openai.com/generative-models/


Approaches
• Explicit Models: 

• Construct a parametric model 

• Learn params using ML 

• Implicit Models: 

• Build a “box” that generates data using parameters  

• Tune these parameters such that generated data is 
statistically similar to true data.

p(x1, . . . , xn;✓)



Explicit Models
• A nice and simple approach is to use the chain rule:

p(x1, . . . , xn;✓) =
Y

i

p(xi|x1, . . . , xi�1;✓)

• We can build a set of n conditional models and we have 
a full distribution that we can sample from. 

• This is typically some non-linear function of the previous 
variables. If xi is binary, p(xi=1|…)  can be a sigmoid of 
some non-linear function of the variables. 

• Examples: MADE and NADE and PixelRNN.

http://proceedings.mlr.press/v37/germain15.pdf
http://proceedings.mlr.press/v15/larochelle11a/larochelle11a.pdf
https://arxiv.org/pdf/1601.06759.pdf
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Abstract
Modeling the distribution of natural images is
a landmark problem in unsupervised learning.
This task requires an image model that is at
once expressive, tractable and scalable. We
present a deep neural network that sequentially
predicts the pixels in an image along the two
spatial dimensions. Our method models the dis-
crete probability of the raw pixel values and en-
codes the complete set of dependencies in the
image. Architectural novelties include fast two-
dimensional recurrent layers and an effective use
of residual connections in deep recurrent net-
works. We achieve log-likelihood scores on nat-
ural images that are considerably better than the
previous state of the art. Our main results also
provide benchmarks on the diverse ImageNet
dataset. Samples generated from the model ap-
pear crisp, varied and globally coherent.

1. Introduction
Generative image modeling is a central problem in unsu-
pervised learning. Probabilistic density models can be used
for a wide variety of tasks that range from image compres-
sion and forms of reconstruction such as image inpainting
(e.g., see Figure 1) and deblurring, to generation of new
images. When the model is conditioned on external infor-
mation, possible applications also include creating images
based on text descriptions or simulating future frames in a
planning task. One of the great advantages in generative
modeling is that there are practically endless amounts of
image data available to learn from. However, because im-
ages are high dimensional and highly structured, estimating
the distribution of natural images is extremely challenging.

One of the most important obstacles in generative mod-
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Figure 1. Image completions sampled from a PixelRNN.

eling is building complex and expressive models that are
also tractable and scalable. This trade-off has resulted in
a large variety of generative models, each having their ad-
vantages. Most work focuses on stochastic latent variable
models such as VAE’s (Rezende et al., 2014; Kingma &
Welling, 2013) that aim to extract meaningful representa-
tions, but often come with an intractable inference step that
can hinder their performance.

One effective approach to tractably model a joint distribu-
tion of the pixels in the image is to cast it as a product of
conditional distributions; this approach has been adopted in
autoregressive models such as NADE (Larochelle & Mur-
ray, 2011) and fully visible neural networks (Neal, 1992;
Bengio & Bengio, 2000). The factorization turns the joint
modeling problem into a sequence problem, where one
learns to predict the next pixel given all the previously gen-
erated pixels. But to model the highly nonlinear and long-
range correlations between pixels and the complex condi-
tional distributions that result, a highly expressive sequence
model is necessary.

Recurrent Neural Networks (RNN) are powerful models
that offer a compact, shared parametrization of a series of
conditional distributions. RNNs have been shown to excel
at hard sequence problems ranging from handwriting gen-
eration (Graves, 2013), to character prediction (Sutskever
et al., 2011) and to machine translation (Kalchbrenner &
Blunsom, 2013). A two-dimensional RNN has produced
very promising results in modeling grayscale images and
textures (Theis & Bethge, 2015).

In this paper we advance two-dimensional RNNs and ap-
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• Drawbacks: sampling is slow, no feature 
representation.



Latent Variable Models
• A generative model  that 

contains two components: 
an unobserved variable z, 
and observed variable x

Z X

• Fully specified by defining p(z) and p(x|z) 

• Popular choice (in both explicit and implicit)

z~ Gaussian

Neural Net

Mean: f(z) x is Gaussian 
with mean f(z)



Auto-Encoding Variational Bayes

• Proposed by Kingma & Welling (2013). 

• Meant to approximate ML for the above model. 

• Let’s write the likelihood to see why it’s hard:

z~ Gaussian

Neural Net

Mean 
x is Gaussian 
with meanµ(z) = f(z;✓) f(z;✓)

No closed form solution

p(x) =

Z
p(z)p(x|z)dz =

Z
e�0.5z2

e�0.5(z�f(✓;z))2dz

https://arxiv.org/pdf/1312.6114.pdf


Auto-Encoding Variational Bayes

• We want to maximize: 

• EM can’t be used effectively.  

• Our main concern is the gradient: 

• Can consider sampling estimates for it, but they 
would have high variance and require many 
samples.

p(x;✓) =

Z
e

�0.5z2

e

�0.5(x�f(✓;z)2
dz

1

n

nX

i=1

log p(x

i
;✓)

@

@✓
log p(x

i
;✓)



Auto-Encoding Variational Bayes
• Key idea: use a variational approach to 

approximate the likelihood.

• We are going to approximate p(z|x) by  some q(z|x). 

• For every q(z|x) it’s true that:

• And this is tight iff q(z|x) = p(z|x)

• Therefore: log p(x;✓)  �
X

z

q(z|x) log q(z|x) +
X

z

q(z|x) log p(x, z;✓)

log p(x;✓) = DKL[q(z|x)|p(z|x;✓)]�
X

z

q(z|x) log q(z|x) +
X

z

q(z|x) log p(x, z;✓)



A quick derivation of EM
• For all q: log p(x;✓) �

X

z

q(z|x) log q(z|x) +
X

z

q(z|x) log p(x, z;✓)

Variational lower bound on likelihood L(q,✓)

• Here’s an algorithm: maximize wrt q then     then q etc.  ✓

• Claim: this is EM! 

• Classic paper by Hinton and Neal (99).

-

http://www.cs.toronto.edu/~fritz/absps/emk.pdf


Remind me what EM is…
• Method for ML of a latent variable model.

• Goal: max

✓
log p(x;✓) = max

✓
log

X

z

p(x, z;✓)

• Iteratively update the parameters in two steps:

• Calculate posterior p(z|x;✓t)

• Maximize expected likelihood: 
✓t+1 = argmax

✓

X

z

p(z|x;✓t) log p(x, z;✓)

= argmax

✓
E
p(z|x;✓t) [p(x, z;✓)]



Optimize wrt q

• Maximize bound wrt q.

L(q,✓) =
X

z

q(z|x) log q(z|x) +
X

z

q(z|x) log p(x, z;✓)

L(qt+1,✓t) = log p(x;✓t)

• Easy to see this, since it makes the bound tight!

• Therefore:

• Implies that the algorithm improves likelihood since:
log p(x;✓t) = L(qt+1,✓t)  L(qt+2,✓t+1) = log p(x;✓t+1)

qt+1(z|x) = p(z|x;✓t)

First part of EM

qt+1(z|x) = argmax

q
L(q,✓t)

-



Optimize wrt 

• Maximize bound wrt 

✓
L(q,✓) =

X

z

q(z|x) log q(z|x) +
X

z

q(z|x) log p(x, z;✓)

✓

✓t+1 = argmax

✓
L(qt+1(z|x),✓) = argmax

✓
L(p(z|x;✓t),✓)

M step of EM!= argmax

✓

X

z

p(z|x;✓t) log p(x, z;✓)

-



Variational EM
• The posterior for our model doesn’t  have a nice 

expression, so we cannot do the M step easily. 

• But we can do something else…

L(q,✓) =
X

z

q(z|x) log q(z|x) +
X

z

q(z|x) log p(x, z;✓)

• Restrict q to be some “simple” distribution. 

• e.g., q is a Gaussian with mean              and g is a 
neural net with parameters    . Denote  � q(z|x;�)

g(z;�)

-



Encoder-Decoder

z ✓ x

The observed x is generated 
from z, using 

x

z� The source z is generated 
from x using 

p(x|z;✓)

q(z|x;�)



Variational EM
• Our objective is now:

L(�,✓) =
X

z

q(z|x;�) log q(z|x;�) +
X

z

q(z|x;�) log p(x, z;✓)

= E
q(z|x;�) [log q(z|x;�) + log p(x, z;✓)]

= �D

KL

[q(z|x;�)|p(z;✓)] + E
q(z|x;�) [log p(x|z;✓)]

Often has closed form

• For optimizing we need gradient of L(�,✓)

-

-



Estimating the Gradient 
• Need gradient: r�E

q(z|x;�) [log p(x|z;✓)]

• Problem: distribution depends on �

• Possible approach is to use the identity:

• Now it’s standard expected value. Approximate by 
sampling IID z1,…zL:

Estimate is 
too noisy

⇡ 1

L

LX

i=1

E
q(zi|x;�) [log p(x|zi;✓)r� log q(z

i

|x;�)]

r�E
q(z|x;�) [log p(x|z;✓)] = E

q(z|x;�) [log p(x|z;✓)r� log q(z|x;�)]



The Reparam. Trick

• Annoying that parameter is in the distribution… 

• What if we could write the Z as:

r�E
q(z|x;�) [log p(x|z;✓)]• Need gradient:

Z = h(V ;�)

• Where V is a random variable whose distribution 
does not depend on Z. We can then write:

r�Ep(v) [log p(x|z(v;�);✓)] = Ep(v) [r� log p(x|z(v;�);✓)]

⇡ 1

L

LX

i=1

r� log p(x|z(vi;�);✓)Less noisy estimator



Examples of Reparam.
• Any Gaussian can be written as linear 

transformation of standard Gaussian 

Z = �1 + �2V p(v) = N (v;µ = 0,�2 = 1)

• Denote inverse CDF of Z by ICDF.  

• Then Z can be generated using a 
uniform  random variable. 

q(z;�) = N (z;µ = �1,�
2 = �2)

CDF(z)

z

Z = ICDF (V ;�) p(v) = U(v; 0, 1)



Proof
• Denote: Z̄ = ICDF (V )

• Want to show that it is distributed like Z

P
⇥
Z̄  c

⇤
= P [ICDF (V )  c]

= P [V  CDF (c)]

= P [Z  c]

= CDF (c)

CDF is monotone 

V is uniform



Variational Autoencoders
• The VAE optimization estimates gradients of:

• By sampling variables vi  for the second element above.

L(�,✓) = �D

KL

[q(z|x;�)|p(z;✓)] + E
q(z|x;�) [log p(x|z;✓)]

Algorithm 1 Minibatch version of the Auto-Encoding VB (AEVB) algorithm. Either of the two
SGVB estimators in section 2.3 can be used. We use settings M = 100 and L = 1 in experiments.

✓,� Initialize parameters
repeat

X

M  Random minibatch of M datapoints (drawn from full dataset)
✏ Random samples from noise distribution p(✏)
g r✓,�

eLM
(✓,�;XM

, ✏) (Gradients of minibatch estimator (8))
✓,� Update parameters using gradients g (e.g. SGD or Adagrad [DHS10])

until convergence of parameters (✓,�)
return ✓,�

Often, the KL-divergence DKL(q�(z|x(i)
)||p✓(z)) of eq. (3) can be integrated analytically (see

appendix B), such that only the expected reconstruction error Eq�(z|x(i))

⇥
log p✓(x

(i)|z)
⇤

requires
estimation by sampling. The KL-divergence term can then be interpreted as regularizing �, encour-
aging the approximate posterior to be close to the prior p✓(z). This yields a second version of the
SGVB estimator eLB

(✓,�;x(i)
) ' L(✓,�;x(i)

), corresponding to eq. (3), which typically has less
variance than the generic estimator:

eLB
(✓,�;x(i)

) = �DKL(q�(z|x(i)
)||p✓(z)) +

1

L

LX

l=1

(log p✓(x
(i)|z(i,l)))

where z

(i,l)
= g�(✏

(i,l)
,x

(i)
) and ✏(l) ⇠ p(✏) (7)

Given multiple datapoints from a dataset X with N datapoints, we can construct an estimator of the
marginal likelihood lower bound of the full dataset, based on minibatches:

L(✓,�;X) ' eLM
(✓,�;XM

) =

N

M

MX

i=1

eL(✓,�;x(i)
) (8)

where the minibatch X

M
= {x(i)}Mi=1 is a randomly drawn sample of M datapoints from the

full dataset X with N datapoints. In our experiments we found that the number of samples L

per datapoint can be set to 1 as long as the minibatch size M was large enough, e.g. M = 100.
Derivatives r✓,�

eL(✓;XM
) can be taken, and the resulting gradients can be used in conjunction

with stochastic optimization methods such as SGD or Adagrad [DHS10]. See algorithm 1 for a
basic approach to compute the stochastic gradients.

A connection with auto-encoders becomes clear when looking at the objective function given at
eq. (7). The first term is (the KL divergence of the approximate posterior from the prior) acts as a
regularizer, while the second term is a an expected negative reconstruction error. The function g�(.)

is chosen such that it maps a datapoint x(i) and a random noise vector ✏(l) to a sample from the
approximate posterior for that datapoint: z

(i,l)
= g�(✏(l),x(i)

) where z

(i,l) ⇠ q�(z|x(i)
). Subse-

quently, the sample z

(i,l) is then input to function log p✓(x
(i)|z(i,l)), which equals the probability

density (or mass) of datapoint x(i) under the generative model, given z

(i,l). This term is a negative
reconstruction error in auto-encoder parlance.

2.4 The reparameterization trick

In order to solve our problem we invoked an alternative method for generating samples from
q�(z|x). The essential parameterization trick is quite simple. Let z be a continuous random vari-
able, and z ⇠ q�(z|x) be some conditional distribution. It is then often possible to express the
random variable z as a deterministic variable z = g�(✏,x), where ✏ is an auxiliary variable with
independent marginal p(✏), and g�(.) is some vector-valued function parameterized by �.

This reparameterization is useful for our case since it can be used to rewrite an expectation w.r.t
q�(z|x) such that the Monte Carlo estimate of the expectation is differentiable w.r.t. �. A proof
is as follows. Given the deterministic mapping z = g�(✏,x) we know that q�(z|x)

Q
i dzi =

p(✏)
Q

i d✏i. Therefore1,
R
q�(z|x)f(z) dz =

R
p(✏)f(z) d✏ =

R
p(✏)f(g�(✏,x)) d✏. It follows

1Note that for infinitesimals we use the notational convention dz =
Q

i dzi

4

v = ✏

From Kingma and Welling 



Examples
• Values of z can be inferred from x. 

• Here for 2D z.

(a) Learned Frey Face manifold (b) Learned MNIST manifold

Figure 4: Visualisations of learned data manifold for generative models with two-dimensional latent
space, learned with AEVB. Since the prior of the latent space is Gaussian, linearly spaced coor-
dinates on the unit square were transformed through the inverse CDF of the Gaussian to produce
values of the latent variables z. For each of these values z, we plotted the corresponding generative
p✓(x|z) with the learned parameters ✓.

(a) 2-D latent space (b) 5-D latent space (c) 10-D latent space (d) 20-D latent space

Figure 5: Random samples from learned generative models of MNIST for different dimensionalities
of latent space.

B Solution of �DKL(q�(z)||p✓(z)), Gaussian case

The variational lower bound (the objective to be maximized) contains a KL term that can often be
integrated analytically. Here we give the solution when both the prior p✓(z) = N (0, I) and the
posterior approximation q�(z|x(i)

) are Gaussian. Let J be the dimensionality of z. Let µ and �
denote the variational mean and s.d. evaluated at datapoint i, and let µj and �j simply denote the
j-th element of these vectors. Then:

Z
q✓(z) log p(z) dz =

Z
N (z;µ,�2

) logN (z;0, I) dz

= �J

2

log(2⇡)� 1

2

JX

j=1

(µ

2
j + �

2
j )

10



Generative Adversarial Networks
• An approach proposed by Goodfelllow and 

colleagues. 

• As in VAE, we have a generative model:

• Here mapping from z to x is deterministic. Only 
source of stochasticity is z.

z ✓ x

G(z;✓)

https://arxiv.org/abs/1406.2661


GANs Approach
• The model generates x distributed as 

• We observe data distributed as  

• In principle, we want to tune     such that data and 
model distribution are close. 

• ML is one way of doing this, but is hard to estimate. 

• GAN is another. 

p(x;✓)

pD(x)

✓



The GAN Game 
• Need some function to measure similarity between 

data and model distribution. 

• Key idea: need to identify cases where the model 
generates “unreal” points.

Adversarial Nets Framework

x sampled from 
data

Differentiable 
function D

D(x) tries to be 
near 1

Input noise z

Differentiable 
function G

x sampled from 
model

D

D tries to make 
D(G(z)) near 0,
G tries to make 
D(G(z)) near 1

Figure 12: The GAN framework pits two adversaries against each other in a game.
Each player is represented by a di↵erentiable function controlled by a set of parameters.
Typically these functions are implemented as deep neural networks. The game plays
out in two scenarios. In one scenario, training examples x are randomly sampled from
the training set and used as input for the first player, the discriminator, represented
by the function D. The goal of the discriminator is to output the probability that its
input is real rather than fake, under the assumption that half of the inputs it is ever
shown are real and half are fake. In this first scenario, the goal of the discriminator is
for D(x) to be near 1. In the second scenario, inputs z to the generator are randomly
sampled from the model’s prior over the latent variables. The discriminator then
receives input G(z), a fake sample created by the generator. In this scenario, both
players participate. The discriminator strives to make D(G(z)) approach 0 while the
generative strives to make the same quantity approach 1. If both models have su�cient
capacity, then the Nash equilibrium of this game corresponds to the G(z) being drawn
from the same distribution as the training data, and D(x) = 1

2

for all x.
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• If you can tell which is real and which is “fake” then 
model is not perfect.



The GAN Game 
• Need some function to measure similarity between 

data and model distribution.  

• The GAN idea: let a “discriminator” function try to 
identify inputs x as real or model. 

• If discriminator fails, we have a good model! 

• Formally, discriminator is a function D(x) from x to 
[0,1]. 

• D(x) models the probability that x is real



The Discriminator 
• In practice, the discriminator will be some function 

from X to [0,1], parameterized by  �

x

� D(x;�)

• Usually some multilayer network. 

• Interestingly, this is a limited classifier. Cannot 
discriminate with arbitrary power.



The GAN Game
• From Goodfellow tutorial. 

Adversarial Nets Framework
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input is real rather than fake, under the assumption that half of the inputs it is ever
shown are real and half are fake. In this first scenario, the goal of the discriminator is
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sampled from the model’s prior over the latent variables. The discriminator then
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2

for all x.

19

https://arxiv.org/pdf/1406.2661.pdf


The GAN Optimization Problem
• The generator wants to find parameters that confuse 

the discriminator as much as possible. 

• Denote the “accuracy” of the discriminator by V(D,G) 

• Namely, if data is generated by G and we use 
discriminator D, what is the error. 

• Then we want to solve: min

✓
max

�
V (D(�), G(✓))

• Just need to specify V. 



A loss function
• The discriminator should be close to 1 for X 

generated from data and to 0 for X generated from 
model. 

• Here’s one loss that captures it:

V (D,G) = E
x⇠pD [logD(x)] + E

z

[log (1�D(G(z)))]

Data Model

• What actually works in practice is actually 
asymmetric (D and G have different objectives). 
See tutorial.



GAN optimization
• So we want to solve:
min

✓
max

�
V (D(�), G(✓))

= min

✓
max

�
E
x⇠pD [logD(x;�)] + E

z

[log (1�D(G(z;✓);�))]

• How can we optimize this?



Sub gradient for GAN

• For given     find optimal          .  

• Sub gradient wrt to    is  

• Take step in that direction.  

• Will lead to optimum if convex in    (which is not usually 
the case). 

• Too expensive.   

min

✓
max

�
V (D(�), G(✓))

�(✓t)✓t

✓ r✓V (D(�(✓t)), G(✓))

✓



Alternating Gradient for GAN
• In practice, GAN is optimized by taking stochastic 

gradient steps wrt to both parameters. 
Algorithm 1 Minibatch stochastic gradient descent training of generative adversarial nets. The number of
steps to apply to the discriminator, k, is a hyperparameter. We used k = 1, the least expensive option, in our
experiments.
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The gradient-based updates can use any standard gradient-based learning rule. We used momen-
tum in our experiments.

4.1 Global Optimality of p
g

= pdata

We first consider the optimal discriminator D for any given generator G.
Proposition 1. For G fixed, the optimal discriminator D is
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Proof. The training criterion for the discriminator D, given any generator G, is to maximize the
quantity V (G,D)
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concluding the proof.

Note that the training objective for D can be interpreted as maximizing the log-likelihood for es-
timating the conditional probability P (Y = y|x), where Y indicates whether x comes from pdata
(with y = 1) or from p

g

(with y = 0). The minimax game in Eq. 1 can now be reformulated as:
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The Optimal Discriminator 
• Suppose D(x) can be any function. What will its 

optimum be?

• Differentiate wrt D(x) to get:
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The Optimal Loss
• What is the loss for the optimal discriminator?
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Jensen Shannon Divergence

• Symmetric and non-negative 

• Zero iff p=q. 

• So, for a perfect generator and discriminator the 
GAN game is optimized iff data and model 
distributions are the same. 

DJS [p|q] = DKL[p|0.5p+ 0.5q] +DKL[q|0.5p+ 0.5q]



GAN and Saddle-Points
• An alternative goal for GAN: find G and D such that 

none can improve given the other:

• Nash equilibrium. 

V (G, D̄)  V (G,D)  V (Ḡ,D) 8D̄, Ḡ

• Is this the same as the minimax game? 

• Generally not. Yes, if V is convex in G and concave in D. 



Some Examples
• From Isola et al., conditional GANs

Image-to-Image Translation with Conditional Adversarial Networks

Phillip Isola Jun-Yan Zhu Tinghui Zhou Alexei A. Efros

Berkeley AI Research (BAIR) Laboratory
University of California, Berkeley

{isola,junyanz,tinghuiz,efros}@eecs.berkeley.edu
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Figure 1: Many problems in image processing, graphics, and vision involve translating an input image into a corresponding output image.
These problems are often treated with application-specific algorithms, even though the setting is always the same: map pixels to pixels.
Conditional adversarial nets are a general-purpose solution that appears to work well on a wide variety of these problems. Here we show
results of the method on several. In each case we use the same architecture and objective, and simply train on different data.

Abstract

We investigate conditional adversarial networks as a
general-purpose solution to image-to-image translation
problems. These networks not only learn the mapping from
input image to output image, but also learn a loss func-
tion to train this mapping. This makes it possible to apply
the same generic approach to problems that traditionally
would require very different loss formulations. We demon-
strate that this approach is effective at synthesizing photos
from label maps, reconstructing objects from edge maps,
and colorizing images, among other tasks. As a commu-
nity, we no longer hand-engineer our mapping functions,
and this work suggests we can achieve reasonable results
without hand-engineering our loss functions either.

Many problems in image processing, computer graphics,
and computer vision can be posed as “translating” an input
image into a corresponding output image. Just as a concept

may be expressed in either English or French, a scene may
be rendered as an RGB image, a gradient field, an edge map,
a semantic label map, etc. In analogy to automatic language
translation, we define automatic image-to-image translation
as the problem of translating one possible representation of
a scene into another, given sufficient training data (see Fig-
ure 1). One reason language translation is difficult is be-
cause the mapping between languages is rarely one-to-one
– any given concept is easier to express in one language
than another. Similarly, most image-to-image translation
problems are either many-to-one (computer vision) – map-
ping photographs to edges, segments, or semantic labels,
or one-to-many (computer graphics) – mapping labels or
sparse user inputs to realistic images. Traditionally, each of
these tasks has been tackled with separate, special-purpose
machinery (e.g., [7, 15, 11, 1, 3, 37, 21, 26, 9, 42, 46]),
despite the fact that the setting is always the same: predict
pixels from pixels. Our goal in this paper is to develop a
common framework for all these problems.
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Text to Image Generation

128x128 
GAWWN 

[20] 

256x256 
StackGAN 

Text 
description 

64x64 
GAN-INT-CLS 

[22] 

This small bird 
has a white 
breast, light 
grey head, and 
black wings 
and tail 

A bird with a 
medium orange 
bill white body 
gray wings and 
webbed feet  

A small yellow 
bird with a 
black crown 
and a short 
black pointed 
beak 

A small bird 
with varying 
shades of 
brown with 
white under the 
eyes 

The bird is 
short and 
stubby with 
yellow on its 
body 

This bird is red 
and brown in 
color, with a 
stubby beak 

This small 
black bird has 
a short, slightly 
curved bill and 
long legs 

Figure 3. Example results by our proposed StackGAN, GAWWN [20], and GAN-INT-CLS [22] conditioned on text descriptions from
CUB test set. GAWWN and GAN-INT-CLS generate 16 images for each text description, respectively. We select the best one for each of
them to compare with our StackGAN.

Figure 4. Example results by our proposed StackGAN and GAN-INT-CLS [22] conditioned on text descriptions from Oxford-102 test set.

ble 1. Representative examples generated by text descrip-
tions by different methods are shown in Figures 3 and 4.

Our StackGAN achieves the best inception score and av-
erage human rank on both datasets. Compared with GAN-
INT-CLS [22], StackGAN achieves 28.47% improvement
in terms of inception score on CUB dataset (from 2.88 to
3.70), and 20.30% improvement on Oxford-102 (from 2.66
to 3.20). The better average human rank of our StackGAN
also indicates our proposed method is able to generate more
realistic samples conditioned on text descriptions.

As shown in Figure 3, the 64⇥64 samples generated
by GAN-INT-CLS can only reflect the general shape and
color of the birds. Their results lack vivid parts (e.g., beak
and legs) and convincing details in most cases, which make
them neither realistic enough nor have sufficiently high res-
olution. By using additional conditioning variables on lo-
cation constraints, GAWWN [20] obtains a better inception
score on CUB dataset, which is still slightly lower than ours.
It generates higher resolution images with more details than
GAN-INT-CLS, as shown in Figure 3. However, as men-

• From Zhang et al., StackGAN

https://arxiv.org/pdf/1612.03242.pdf


GANs and VAEs
• GANs typically generate more “realistic” images. 

• VAE can map back to latent space, which is useful. 

• Many recent effort to combine them. See e.g., 
Adversarial Variational Bayes.

https://arxiv.org/pdf/1701.04722.pdf


Auto Encoders
• Another useful paradigm for unsupervised learning 

is autoencoders.

3.2

1.1

-0.7 Reconstruction 
Network

Encoding 
Network

• Learn both networks to minimize reconstruction error. 

• Adding noise to the network helps. See Denoising 
Autoencoders and  Ladder Networks.

http://www.jmlr.org/papers/volume11/vincent10a/vincent10a.pdf
https://arxiv.org/pdf/1507.02672.pdf

