
Advanced Machine 
Learning - Class 1



Outline
• Course intro 

• 98.7% MNIST in five lines of code 

• Intro to Graphical Models  

• Bayesian networks  

• Markov networks



Machine Learning
• What we do best: 

• Learn mapping from X to Y 

• Using large amounts of training data 

• Often using deep learning models.

quail



Key Challenges
• Where we can improve: 

• Output more complex labels. 

• Act in the world. 

• Use unlabeled data and other 
forms of supervision. 

• Understand why deep learning 
works.
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Fig. 2: An example image from the Visual Genome dataset. We show 3 region descriptions and their corresponding
region graphs. We also show the connected scene graph collected by combining all of the image’s region graphs.
The top region description is “a man and a woman sit on a park bench along a river.” It contains the objects: man,
woman, bench and river. The relationships that connect these objects are: sits on(man, bench), in front of (man,
river), and sits on(woman, bench).
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• The course will introduce tools used to study 
these questions. We briefly review these now.



Graphical Models
• A tool for representing distributions over sets of 

variables 

• Useful for predicting complex labels (e.g., 
segmentation, parsing, translation etc). 

• Can also be used for unsupervised learning 

• Elegant combination of graph theory and 
probability theory.



Graphical Models
• For Graphical Models, we will learn: 

• Representation (Bayesian Networks and Markov 
Networks). 

• Inference  

• Parameter Estimation  

• Applications



Reinforcement Learning
• The setting where an agent takes actions in the 

world and as a result affects its environment. 

• What is the optimal way to act to maximize our 
reward (e.g., in driving, investing, chatting etc)? 

• How do we learn a good model of the environment? 
(exploration vs. exploitation).



Unsupervised Deep Learning
• What are good neural generative models?

Sample 
latent 

variable z

Transform using network

z

• Examples of this approach. Generative adversarial 
networks (Goodfellow et al. 2014) and Auto-
Encoding Variational Bayes.



Generalization Bounds
• We have seen some theory of optimization (SGD 

convergence) and generalization (PAC, VC 
dimension) 

• These do not explain the fact that deep learning 
can both optimize and generalize successfully. 

• We will cover additional topics in generalization 
theory (stability, Rademacher complexity) that 
could be relevant for understanding this.



Course Requirements
• Submit exercises,involving theoretical questions 

and implementation. Can be done in pairs. There 
will be up to 5 exercises. 

• In Python using the TensorFlow library. 

• Submit a research project. Can be on any course-
related topic. Scope should be similar to a 
workshop paper. 

• Teams of  three. Four allowed for “grandiose” 
projects…



Course Requirements
• Grade: 80% project, 20% exercises. 

• Projects:  

• Initial proposal mid May. We will discuss it, and 
reach agreed upon goals. 

• Presentation of initial results at the end of the 
semester. 

• Final submission, after the exam period. 



Kernel Regression for 
Classification

• To recall some concepts from the previous course, 
we discuss a nice approach to classification based 
on a recent paper by Zhang et al.  

• See notes and code on course page.

https://arxiv.org/abs/1611.03530


Graphical Models
• How do we make inferences from noisy/partial data?

• Our experience tell us what to expect! 

• How do formulate this?

See deep learning completions

https://bamos.github.io/2016/08/09/deep-completion/


Probabilistic Models
• Say you observe random variables X1,…,Xn (noisy 

image) and want to infer random variables Y1,…,Yn 
(clean image). 

• Suppose you knew the probabilities:
P [X1 = x1, . . . , Xn = xn, Y1 = y1, . . . , Yn = yn]

p(x1, . . . , xn, y1, . . . , yn)• Denote by:

• Can be used to calculate: p(y1, . . . , yn|x1, . . . , xn)

• Maximize over y.



Probabilistic Models
• Wouldn’t it be wonderful if we had such models for 

images, language, medical diagnostics, and life! 

• But this isn’t so simple. 

• Say you want to model                        for n binary 
variables.  

• There are 2n different assignments. 

• Specifying the complete distribution requires 2n 

numbers! 

p(x1, . . . , xn)



Compact Models
• We need models that are specified with much 

fewer numbers. 

• Start with the simplest one. Assume for each i we 
have a distribution pi(xi).  

• Consider the distribution: p(x1, . . . , xn) =
Y

i

pi(xi)

• Why is it a valid distribution? 

• It X1,…,Xn  are distributed as above then they are 
independent.



Your First Graphical Model!
• Consider the distribution: p(x1, . . . , xn) =

Y

i

pi(xi)

• For binary variables, it is defined by n numbers.

• But it is used to define 2n probabilities.
• And, as a “bonus” we get that the resulting distribution 

also always satisfies some independence properties.
• This is what graphical models do. 

• The above is a graphical model 
for a graph with no edges.

X1 X2 X3 Xn



Graphical Models
• Graphical models are “distribution factories”

Graph

Parameters

Distribution 

• A key question is which independence or conditional 
independence properties these distributions will have.



Distribution over 3 Variables
• For variables X1,X2,X3 with distribution p(x1,x2,x3) it 

always holds that:

p(x1, x2, x3) = p(x1)p(x2|x1)p(x3|x1, x2)

p(x1, x2, x3) = p(x2)p(x1|x2)p(x3|x1, x2)

• But if we know something about conditional 
independence, this can be simplified. 



A Common Cause Network
• Consider three binary random variables F (you have 

the flu), V (you have fever), C (you are coughing) 

• Makes sense that V and C are independent given F.

• And therefore the whole distribution satisfies:

p(v, c, f) = p(f)p(c, v|f) = p(f)p(v|f)p(c|f)

p(c, v|f) = p(v|f)p(c|f)• Namely: C ? V |FDenote:



A Common Cause Network
• We showed that under given independence 

assumptions the distribution must satisfy:
p(v, c, f) = p(f)p(v|f)p(c|f)

• But how do we generate such a distribution?

p1(f), p2(v|f), p3(c|f)
• Take three distributions of your choice:

• Define a distribution: pB(v, c, f) = p1(f)p2(v|f)p3(c|f)

p1(f) = [0.2, 0.8] p2(v|f) =


0.3 0.7
0.8 0.2

�
p3(c|f) =


0.4 0.6
0.7 0.3

�
C

F

V



A Common Cause Network
• We defined:

• Easy to see that: 

• pB is non-negative and sums to one 

• pB(f) = p1(f), pB(v|f)=p2(v|f), pB(c|f)=p2(c|f) 

• Therefore 

• And V and C are independent given F, like we 
wanted! 

pB(v, c, f) = p1(f)p2(v|f)p3(c|f)

pB(v, c, f) = pB(f)pB(v|f)pB(c|f)



A Common Cause Network
• Given that pB factors as: pB(v, c, f) = p1(f)p2(v|f)p3(c|f)

• It’s always true that C ? V |F

• Can it satisfy other independencies?

• Yes! if p2(v|f)=p2(v) then F and V are independent.

• But this requires a very “special” p2 

• For almost all cases (i.e., except for zero measure) 
there will be no other independencies.



A Common Cause Network
• Conclusion: by generating a 

distribution from several “small” 
tables, we obtained that the 
variables have a set of conditional 
independence properties. 

• Number of parameters (for binary): 
1+2+2=5 instead of 23-1=7. 

• Difference will be much larger for n 
variables: O(n) vs O(2n)

C

F

V

S1

F

S100…



A Failure Case
• We can’t just multiply probability tables and get 

lucky as above. 

• Consider two variables X1,X2. And two tables:

p1(x1|x2), p2(x2|x1)

• We can define the table: pB(x1, x2) = p1(x1|x2)p2(x2|x1)

• It won’t even be a valid distribution!



A Common Effect Network
• Consider three binary random variables M (your math 

skills), D (exam difficulty), S (your score) 

• Makes sense that M and D are independent.

• But S depends on both

M

S

D

p(s, d,m) = p(m)p(d|m)p(s|d,m) = p(m)p(d)p(s|d,m)

• Therefore:



A Common Effect Network
• As before, assume you are given three tables:

p1(m), p2(d), p3(s|m, d)

• Define a distribution: pB(s, d,m) = p1(m)p2(d)p3(s|m, d)

• Easy to show that M and D are independent.

• No other independencies hold generally (except for 
very specific tables, as before).



Explaining Away
• M and D are independent 

• But they are dependent given S. 

• Intuitively, given that you received a high grade, 
knowing that the exam was easy reduces the 
probability that you are smart…

M

S

D



Bayesian Networks
• A generalization of the above examples. 

• Proposed by Judea Pearl in 1980s 

• A mechanism for generating  joint 
distributions, given: 

• A directed graph 

• Set of conditional probability 
distributions.



Notation
• A directed acyclic graph (DAG) is a graph 

with directed edges, and no directed 
cycles. 

• A topological sort of the graph is a 
sequence of nodes i1,…,in such that all 
children of a node appear after it in the 
ordering. 

• Exists iff graph is DAG. Can be found with 
a variant of DFS.

2

4

3

1

1,2,3,4
1,3,2,4



Notation
• Let Pa(i) denote parent nodes of node i. 

• ND(i) are all nodes that are not descendants of i. 

• XS is the set of variables corresponding to nodes S



Bayesian Networks
• A method for defining a joint distribution over n 

variables X1,…,Xn. 

• Input: 

• DAG G 

• For each i, conditional distribution  

• Output: a distribution

pi(xi|xPa(i))

X1

X3

X2

p1(x1), p2(x2), p3(x3|x1, x2)

pB(x1, . . . , xn) =
Y

i

pi(xi|xPa(i))



Example: Liver Diagnostics

Source: http://www.pitt.edu/~druzdzel/psfiles/cbmi99a.pdf

http://www.pitt.edu/~druzdzel/psfiles/cbmi99a.pdf


Properties of BNs
• Claim: pB is indeed a distribution. 

• Clearly non-negative. Show normalization to one 
using topological sort (see notes). 

• Claim: It has the given conditional distributions:

pB(xi|xPa(i)) = pi(xi|xPa(i))



NB are simple to sample!
• The model: 

• Can sample from this distribution 
by following the topological sort 
and sampling each child given its 
parents.

X1

X3

X2

X4

X5

pB(x1, . . . , xn) =
Y

i

pi(xi|xPa(i))



Local Markov Properties
• What conditional independences do BNs satisfy 

• Claim: For a BN on graph G, the following CI 
properties are satisfied:

Xi ? XND(i)\Pa(i)|XPa(i) i = 1, . . . , n

• See notes for proof. X1

X3

X2

X4

X5

X1 ? X2

X3 ? X5|X1, X2

X4 ? X1, X2, X5|X3

X5 ? X2, X3, X4|X1

• Called the Local 
Markov CI Properties 
corresponding to the 
graph. Denote ILM(G)



Other CI properties?
• A distribution p(x1,…,xn) has a set of CI 

properties it satisfies. Denote this by I(p). 

• We have shown that for BNs on graph G: 

• Are they equal?  

• No. There are many others. 

• The set of all CI that pB must satisfy is called 
the d-separation properties. See notes for 
definition. 

• They are implied by the LM properties.

X1

X3

X2

X4

X5

X4 ? X5|X1, X3

I(p) ◆ ILM (G)



LM implies BN!
• Are there distributions p that satisfy LM but are not 

Bayesian Networks? 

• No! I(p) ◆ ILM (G) p is a BN on G

• See notes for proof.



Are we done?
• There are CI sets which cannot be 

captured by BNs. 

• Suppose we want: X1 ? X4|X2, X3 X2 ? X3|X1, X4

• We can achieve the first with a network like: 

• But then, we aren’t guaranteed to have the 
second property. 

• Can rule out all other BN options. 

• Can be captured with Markov Networks

2

4

3

1


